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Abstract—A ccurate estimation of hand shape and position is an
important task in various applications, such as human-computer
interaction, human-robot interaction, and virtual and augmented
reality. In this paper, it is proposed a method to estimate the
hand keypoints from single and colored images utilizing the
pre-trained deep convolutional neural networks VGG-16 and
VGG-19. The method is evaluated on the FreiHAND dataset,
and the performance of the two neural networks is compared.
The best results were achieved by the VGG-19, with average
estimation errors of 7.40 pixels and 11.36 millimeters for the best
cases of two-dimensional and three-dimensional hand keypoints
estimation, respectively.

Index Terms—hand keypoints estimation, convolutional neural
network, VGG, FreiHAND

I. INTRODUCTION

In recent years, there has been a significant increase in
the demand for human-computer interaction technology. One
of the key aspects of this interaction is hand gesture recog-
nition, which has numerous applications in areas such as
sign language interpreting, human-robot interaction, human-
car interaction, and others [1]. Hand keypoint estimation,
which involves the detection of the keypoints of the hand,
is an essential step in hand gesture recognition. In order to
detect the keypoints, computer vision techniques are frequently
applied; however, this is still a challenge due to problems
such as hands’ morphology, which requires a high number of
keypoints to be reconstructed, changes in the environmental
background, light conditions, occlusions, and other factors
intrinsic to vision-based analysis methods.

In this work, it is proposed a method to estimate two-
dimensional (2-D) and three-dimensional (3-D) hand keypoints
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positions from single Red-Green-Blue (RGB) images utiliz-
ing deep learning techniques. Specifically, slightly adapted
Visual Geometry Group (VGG) networks [2], namely VGG-
16 and VGG-19, two well-known convolutional neural net-
works (CNN) architectures, were used and compared. The pro-
posed networks were trained and evaluated on the FreiHAND
dataset [3], a large and diverse dataset with annotations of the
hand keypoints positions.

In order to not start the training phase from scratch, pre-
trained weights of VGG-16 and VGG-19 on the ImageNet
dataset [4] were loaded, being the networks subsequently fine-
tuned on the FreiHAND dataset to perform hand keypoint
estimation.

The paper is structured in the following way: in Section
II the related work is reviewed; in Sections III and IV the
utilized networks and dataset, as well as the applied method
are described; in Section V the evaluation process is explained;
in Section VI are presented the experimental results and finally,
in Section VII the conclusions of the work are given.

II. RELATED WORK

The research field of hand keypoint detection/estimation has
been highly explored on recent years. The use of algorithms
for automatic detection of interest points of the human hand
is of extreme relevance in several use cases. Some exam-
ples are sign language recognition, gesture interpretation for
controlling systems, as well as human movement capture on
extremely complex tasks. Thus, there are several scientific
articles that address this issue.

Gatupalli et al. [5] conducted a state-of-the-art study on
the use of deep learning techniques applied to the detection
of keypoints in fast sequential motion, using RGB images.
They compared the two methods considered most widely used
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in the literature, namely those proposed by Zimmermann et
al. [6] and Simon et al. [7]. The accuracy of both methods,
considering a threshold of 11 pixels, stays under 60%.

Santavas et al. [8] have presented a novel and lightweight
convolutional neural network architecture for estimating 2D
hand pose from single RGB images. The results showed a
decrease of average pixel distance error up to 72,90% when
compared to Zimmermann et al. [6] and Bouk. et al. [9]
methods. Noteworthy is the 4 pixels error obtained in the
FreiHAND dataset.

Chen et al. [10] have proposed an approach to recover hand
mesh from single RGB images based on the known semantic
relations among hand joints. Applying this novel approach, the
authors achieve better results in comparison to other methods,
such as [9] [3] and [11]. Namely in the FreiHAND dataset
where a PA-MPIPE! of 6.9 millimeters was obtained.

Amaliya et al. [12] have compared three widely used real-
time systems that detect human hand articulations to recognize
sign language - OpenPose [13], TensorFlowLite [14] and Me-
diaPipe Hands [15]. Although quantitative metrics are not used
to evaluate each tool, the authors evaluate multiple gestures
captured with one camera (Kinect 2.0). Although MediaPipe
has a difficulty dealing with the collected images, it is able to
be more accurate and faster than the other platforms for hand
identification. As for OpenPose and TensorFlowLite, they are
very equivalent, the latter being slightly faster in processing.

III. BACKGROUND

In this section, it will be introduced the convolutional neural
networks to be utilized in the work, as well as the dataset for
training and evaluation procedures.

A. VGG-16

The VGG-16 is a deep CNN that was introduced by Karen
Simonyan and Andrew Zisserman in 2014 [2]. The network
is a well-established deep CNN that has been widely used for
various computer vision tasks. Its ability to effectively capture
fine-grained details in images, combined with its relatively
small size, makes it a popular choice for a wide range of
applications. Furthermore, the utilization of a known network
model, such as VGG-16, has the advantage of permitting the
start of the training phase with pre-trained parameters, which
usually accelerates the process and increases the final accuracy.
B. VGG-16 Architecture

The VGG-16 architecture consists of a set of layers, in-
cluding 13 convolution layers, 5 max-pooling layers, and 3
fully connected layers. The “16” in the name of the network
stands for the number of convolution and fully connected
layers. Convolution layers are the core layers of a CNN. In
these layers, a kernel is applied to the input image to produce
feature maps that capture patterns or other relevant features
from an image. Max pooling layers are responsible for down-
sampling the input images while preserving the most important
information. The fully connected layers are located at the end
of the network and utilize the information from the feature

lexplained in Section V-A
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maps to perform the classification task. In the original version
of VGG-16, the output of the last fully connected layer consists
of 1000 nodes, each one representing a class.

C. VGG-19

The concept of the VGG-19 network is the same as the
VGG-16. The only difference is the number of convolution
layers, as the name implies. Considering this, all that has
been described in the previous sections regarding the VGG-16
network applies to VGG-19.

D. FreiHAND Dataset

The FreiHAND is a dataset for training and evaluate deep
neural networks for the task of hand pose and shape estimation
from RGB images and it was created by Christian Zimmer-
mann et al. [3]. The creation of this dataset was motivated
by the poor generalization verified in the previous existing
datasets, i.e., the models trained with a specific dataset offered
poor results when applied to a different one.

The dataset is composed of a set of 32560 unique training
samples in addition to 3960 evaluation samples. The training
images were acquired from a total of 24 subjects, thus ensuring
good data diversification and variance. The referred 32560
samples were captured in green screen, this way allowing for
data augmentation by the change of the background scene.
Applying this method, the final size of the training dataset
quadrupled, resulting in a total of about 132k samples. The
resolution of the provided images is 224x224 pixels, which fits
perfectly with the input of VGG networks. It should be noted
that all samples are annotated with 3-D keypoints positions
and hand shapes. In this paper, only the keypoints positions
were considered.

IV. METHOD

This section describes the utilized methods to estimate the
2-D and 3-D hand keypoints, having as input a single RGB
image. To achieve this, an adapted version of a VGG-16 and
a VGG-19 were considered and then compared in terms of
performance.

A. Networks Adaptation

Firstly, in order to adapt the mentioned neural networks to
the specific application case, adjustments were done in the
last set of three fully connected layers. The activation func-
tion applied in these layers was Rectified Linear Activation
Function (ReLU). The input and output sizes of these layers
were adjusted, being the number of nodes gradually decreasing
until the desired size of output nodes. For the 2-D case, the
output sizes were defined as 2048, 256, and lastly 42, which
corresponds to the “x” and “y” positions for each one of the
21 hand keypoints. In the other case, the output sizes were
defined as 2048, 512, and lastly 63 since now each keypoint
has a new depth coordinate.

B. Dataset Split
The FreiHAND dataset was divided into different ways in
order to compare the obtained results.

Firstly, were only considered the green screen images from
the dataset, thus allowing to test the performance of the VGG
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networks in images where the hand is easily distinguishable
from the background. This way, 80% of samples of this subset
were utilized for the training procedure, 10% samples for
validation, and the remaining 10% samples for evaluation.

Secondly, the whole dataset was considered. This time, 90%
of the training images were utilized for the training phase, the
rest 10% for the validation process, and the evaluation samples
were utilized for evaluation. Given the fact that the training
samples are repeated every 32560 images, to avoid validating
the model with positions that the network has already trained
with, the 10% of validation samples were chosen as the last
10% samples of each group of 32560 images.

Lastly, an experience was done without the validation step,
i.e., utilizing all training samples for training and all the
evaluation samples for evaluation.

C. Training

For the training process, an Adam optimizer with a learning
rate of le-3 was applied. Adam is a simple and computa-
tionally efficient algorithm for gradient-based optimization,
furthermore, it has shown robustness in a wide range of
machine-learning optimization problems [16].

As mentioned at the beginning of this section, the pa-
rameters’ weights were not initialized randomly, i.e., the
networks were not trained from scratch. At the beginning of
the training phase, the weights of both networks were loaded
from “IMAGENETI1K_V1” a pre-trained model that contains
weights and parameters learned from training on a large-scale
image recognition task called ImageNet [4].

At the end of each epoch, the generated model was validated
in the respective validation dataset and an error, explained in
Section V-A, was calculated and saved. In case of a smaller
error of the current iteration relative to the previous one,
the model was saved, otherwise, the model was disregarded.
The application of this technique prevents the model from
overfitting the training data.

The total number of epochs was empirically defined as
15, except for the case where the validation step was not
performed, in this specific case, the number of epochs was
defined as 10 since more epochs would eventually lead to
overfitting of the model to the training data.

The network training was done in a computer with the
following specifications:

o Central Processing Unit (CPU): 11th Gen Intel® Core™
i9-11900KF @ 3.50GHz

« Random Access Memory (RAM): 64.0 GB

o Graphics Processing Unit (GPU): 2 x NVIDIA GeForce
GTX 2060 6GB

V. EVALUATION

The performance of both VGG-16 and VGG-19 for the
multi-dimensional hand keypoints detection was evaluated in
the FreiHAND dataset, a large and very generalized dataset.

A. Evaluation Metrics

For the 2-D hand keypoints detection, the evaluation metric
utilized was the average euclidean distance in pixels from the
ground truth keypoints to the predicted ones. Additionally, a
graphic was created in order to give some visual feedback
on the results. This graph consisted of the 2-D distribution of
the estimated keypoints relative to the ground truth. From this
graphic, the mean value and the standard deviation in each
coordinate were extracted.

For the 3-D hand keypoints case, the evaluation metric uti-
lized was the average euclidean distance in millimeters (mm)
from the ground truth keypoint to the predicted one, as
known as Mean Per Joint Position Error (MPJPE) in literature.
As in the 2-D case, a graphic was also created giving the
relative position of predicted keypoints, but this time in 3-D.
Additionally, it also included a euclidean distance considering
relative depth for each hand, instead of absolute depth. Fi-
nally, the last metric utilized was also a euclidean distance,
but this time applying the Generalized Procrustes Analy-
sis (GPA) [17] technique. This metric is known as Procrustes-
Aligned MPJPE (PA-MPJPE). The GPA method standardizes
both real and predicted keypoints by performing isomorphic
translation, rotation, and scaling to achieve the best fit between
two hand shapes. GPA is a rigid shape analysis, i.e., this
technique does not change the intrinsic shape of the keypoints.

VI. RESULTS

In this section, the results from the work will be presented
and then discussed.

A. 2-D Hand Keypoints Estimation

Applying the adapted version of the VGG-16 to the Frei-
HAND dataset, and considering the 3 different dataset splits,
the results shown in Figure 1 and in Table I were obtained. In
comparison, the results obtained utilizing the VGG-19 network
are presented in Figure 2 and in Table II.
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2-D VGG-16 Graphical Results

TABLE 1
2-D VGG-16 QUANTITATIVE RESULTS
GreenScreen | Train+Val+Test Train+Test
Average Error 325 9.63 9.42
(pixels)

Mean (%y) |55 105) | (008, 0.17) | (-146,-0.15)
(pixels) It e TR T
Std (x,y)

(pixels) (3.27, 3.05) (4.48, 3.98) (4.44, 3.87)
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Fig. 2. 2-D VGG-19 Graphical Results

TABLE II
2-D VGG-19 QUANTITATIVE RESULTS

GreenScreen | Train+Val+Test
Ave;;;g:el]s;“’r 7.40 8.36
M(e;‘;e(l’s‘;w (101, 1.18) | (-0.32,033)
S(tpdixg’s-‘;) (3.22, 2.99) 4.17,3.72)

Fig. 3. 2-D VGG-19 Visual Results

B. 3-D Hand Keypoints Estimation

For the 3-D keypoints estimation, the results presented in
Figure 4 and in Table III were achieved from the utilization
of the VGG-16 network. The consideration of relative depth
for each hand instead of absolute depth, leads to the results in
Figure 5 and in Table IV. Lastly, the results shown in Figure 6
and in Table V were achieved considering the application of
the GPA method.

In order to compare the performance of VGG-19 relative
to the VGG-16, the methods that proven superior, namely the
application of PCA to the green screen images dataset and the
dataset divided into training, validation, and testing data, were
applied to the VGG-19. The results are presented in Figure 7
and in Table VI.

Just note that all graphics presented have the same bound-
aries in all coordinates to simplify the comparison of the
results.

C. Discussion of Results

First, the influence of the dataset split, as explained in
Subsection IV-B will be analysed.

The idea behind splitting the dataset into only two sets
of data (training and evaluation) was to train the network
with more images that in this case correspond to “teaching”
the network a larger number of hand positions to get better
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Fig. 4. 3-D VGG-16 Graphical Results

TABLE III

3-D VGG-16 QUANTITATIVE RESULTS

GreenScreen

MPJPE 3373
Mean (x,y,z) (3.82, 3.23, 13.3)

(mm)

Std (xy,2) (10.38, 10.48, 34.75)

(mm)

Train+Val+Tes Train+Test

MPJPE 7427 7971
Mean (%y2) |71 053, -1523) | (-1.40, -1.05, -36.93)
(mm)

Std 6%2) |14 12 13,56, 89.2) | (14.82, 14.29, 88.32)
(mm)
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«  Predicted
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Fig. 5. 3-D VGG-16 Graphical Results (relative depth)

TABLE IV

3-D VGG-16 QUANTITATIVE RESULTS (RELATIVE DEPTH)

GreenScreen

Train+Val+Tes

MPJPE
(relative depth)

24.98

30.75

Mean (x,y,z)
(mm)

(3.82, 3.23, -6.59)

(0.71, -0.53, -0.37)

Std (x,y,z)
(mm)

(10.38, 10.48, 25.11)

(14.12, 13.56, 33.83)
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Fig. 6. 3-D VGG-16 Graphical Results (GPA)

TABLE V

3-D VGG-16 QUANTITATIVE RESULTS (GPA)

GreenScreen Train+Val+Tes
PA-MPJPE 1245 1357
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Fig. 7. 3-D VGG-19 Graphical Results (GPA)

TABLE VI
3-D VGG-19 QUANTITATIVE RESULTS (GPA)
GreenScreen Train+Val+Tes
PA-MPJPE 11.36 23
Mean (xv.2) | 00, 0.00, 0.00) | (0.00, 0.00, 0.00)
(mm)
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em)
e Predicted
Ground Truth

Authorized licensed use limited to: b-on: Instituto Politecnico de Braganca.

results from the network. However, despite the larger number
of training images, the results, both in 2-D (Figure 1 and
Table 1) and 3-D (Figure 4 and Table III), didn’t show a
significant improvement in the network performance and even
aggravated the performance for the three-dimensional case.
This is believed to have happened because, during the training
process the validation step was skipped which may have
resulted in overfitting. Therefore, this way of dataset split was
ignored for the next tests.

Concerning the green screen images dataset, despite having
less than 25% of training images compared to the whole
dataset, the results presented in Subsection VI lead to believe
that the network actually performs better in this dataset. From
this result, it is possible to conclude that it is extremely
important for the network to distinguish the hand from the
background and a possible way to improve the results would
be to use an additional CNN that gives the hand shape as
output.

Now, comparing the performance of the VGG-16 and the
VGG-19 in the two-dimensional keypoints estimation, it is
possible to infer that, as expected due to the extra 3 convolu-
tion layers, the VGG-19 presents better results. Quantitatively,
the utilization of VGG-19 resulted in a reduction of the average
error of 10,30% (0.85 pixels) for the green screen dataset and
13.19% (1.27 pixels) for the whole dataset.

Considering the three-dimensional hand keypoints estima-
tion, the MPJPE metric showed high values (Table III). Ana-
lyzing the respective 3-D graphic (Figure 4) it is possible to
conclude that the problem resides in the estimation of depth,
which was already expected considering that the input to the
network consisted of single RGB images. As an attempt to
reduce these values, an approach was followed considering
not absolute depth, but relative depth, i.e., the wrist keypoint
was considered as the depth referential origin and all other
keypoints were adjusted taking into account this new referen-
tial. The results of this approach can be seen in Figure 5 and in
Table IV. It is visually perceptible the decrease of variance in
the z coordinate, which is confirmed by the quantitative results.
The MPJPE decreased 25.94% (8.75 mm) and 58.60% (43.52
mm) for the green screen and the whole dataset, respectively.
As an alternative approach, the scale factor given by the dataset
for each image was utilized to resize all the images, this way,
the size of the hands would only depend on the distance to the
camera and thus a better estimation of the depth value of each
image was predictable. However, this approach led to a slight
increase in the calculated errors and was therefore disregarded.
Lastly, it was also calculated a well-known metric in the field
of keypoints estimation, the PA-MPJPE. Here the results were
notably better compared to the other cases, achieving an error
of 12.45 mm and 13.57 mm for the green screen dataset and
the whole dataset, respectively. Additionally, analysing the
Figure 6 it is possible to observe that the distribution of the

Y-axis (cm)

¥
2”*«? predicted keypoints is nearly uniform for all the coordinates,
* forming a shape close to a sphere.
Once again comparing the performance of VGG-16 and
VGG-19, particularly for this last case, improvements can also
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be seen, although inferior when compared to 2-D keypoint
estimation. Quantitatively, there was an improvement of 8.76%
(1.09 mm) relative to the green screen dataset and an improve-
ment of 5.67% (0.77 mm) relative to the whole dataset.

Despite the progress of the results, they do not reach the
results obtained by the state-of-the-art methods described in
Section II, namely the 4 pixels error achieved by Santavas et
al. and the PA-MPJPE of 6.9mm achieved by Chen et al. for
2-D and 3-D hand pose estimation, respectively.

VII. CONCLUSIONS

In this work, the performance of an adjusted pre-trained
deep neural network was evaluated in the task of estimating the
position of hand keypoints. The networks tested were VGG-16
and VGG-19 and the utilized dataset was FreiHAND.

As expected, the overall performance of the VGG-19 sur-
passed the VGG-16 by an average of 9.48%, achieving errors
of 7.40 pixels and 11.36 millimeters for two-dimensional and
three-dimensional hand keypoints estimation, respectively, on
the green screen subset and errors of 8.36 pixels and 12.8
millimeters on the whole dataset.

The results achieved show that the utilization of a pre-
trained network adapted accordingly to the desired finality
is an option to consider, at least in a first approach to the
problem. This way, instead of starting the training phase from
scratch, the weights are already initialized, which decreases the
number of epochs and consequently training time, furthermore
it also helps the model to converge faster.

Additionally, the intuitive way in which results are presented
throughout this article are valuable to better understand the
correct or incorrect network operation and allows for easy
interpretation and inference regarding adjustments to be made.
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